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Introduction
Generative artificial intelligence (GenAI) has undoubtedly changed how we engage with 
information, particularly for those involved in knowledge production, such as universities. 
Operating like an on-demand personal tutor or academic assistant, some of these tools allow 
rapid access to vast amounts of information and they save time, which is an attractive pursuit for 
any academic (Mabirizi et al. 2025). At the same time, GenAI differs from other technologies we 
have encountered because it can produce fluent, plausible academic artefacts at scale, thereby 
changing the relationship between text, knowledge and the knower (Selwyn 2024). 

Recent studies have highlighted how GenAI can enhance research productivity and efficiency 
through academic writing and analysis (Mabirizi et al. 2025), support idea generation and 
refinement (Zhang & Ge 2025) and enable creative development and innovation through content 
creation (Arinushkina, Abramov & Mindzaeva 2025). Generative artificial intelligence has also 
been lauded for its ability to provide personalised learning and feedback (Pang & Wei 2025). 
However, while these effects can be construed as beneficial, higher education needs to step back 
and consider the implications for learning, judgment and certification. This cautiousness has 
given rise to studies that highlight, despite the perceived benefits, that GenAI may also erode 
social interactions (Hou et al. 2025) and negatively impact students’ metacognitive skills (Zhou, 
Teng & Al-Samarraie 2024). 

When ethically used, meaning when outputs are critiqued, appropriated and repackaged, GenAI 
can become a cognitive extender, pushing researchers beyond their usual capabilities (Clark 
2025). However, when large language models (LLMs) are used as a substitute for core cognitive 
operations, or when users lack strong foundational disciplinary knowledge, they begin to 

Generative artificial intelligence (GenAI) tools increase the speed and polish of academic 
writing, but they also destabilise higher education’s reliance on written artefacts as proxies for 
understanding. This raises a risk that students can submit fluent text while bypassing the 
effortful discomfort through which information is usually turned into durable knowledge and 
judgment. This article synthesises how GenAI-enabled cognitive bypass is described in recent 
scholarship and identifies conditions under which GenAI use shifts from a cognitive extender 
to a cognitive substitution. This conceptual article bridges existing theories across disciplines 
to broaden our understanding of GenAI’s role in students’ cognitive development. Firstly, 
epistemic hollowing occurs when students are seduced by the fluency of large language 
models’ (LLMs) outputs, leading to weakened verification processes. Secondly, the uncritical 
use of GenAI may erode desirable difficulties, and retrieval practices may substitute for key 
cognitive operations. Thirdly, universities’ audit culture and product-oriented assessment 
regimes make cognitive bypass rational. Cognitive bypass is framed as a mismatch between 
tool affordances, learner goals and institutional proxy systems. The implications point towards 
teaching, assessment and supervision designs that validate processes, require defence and 
verification and preserve epistemic agency in GenAI-saturated universities.

Contribution: The study integrates fragmented GenAI in higher education debates into a 
three-lens explanatory model of cognitive bypass and translates it into process-oriented 
implications for teaching, assessment and postgraduate supervision.

Keywords: generative AI; LLMs; academic integrity; academic design; epistemic agency; 
cognitive bypass.
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decouple the written word from the thinking mind, and, in 
the context of higher education, this threatens the historical 
social contract that once treated the essay as a reliable proxy 
for intellectual growth. In cases such as this, the university 
risks validating polished products without validating the 
uncomfortable cognitive journey that produced them, 
thereby moving closer to what could be described as a 
glorified digital diploma mill (Noble 2003). 

Central to this article is Klein and Klein’s (2025:10) notion of 
the cognitive bypass, defined as the mechanism by which an 
artificial intelligence (AI) system – ‘designed for the 
frictionless delivery of plausible answers – enables learners 
to circumvent the effortful cognitive processes foundational 
to genuine learning and knowledge internalisation’. The 
fundamental concern is not that students use GenAI to assist 
them with their assignments, but that students may use 
GenAI to avoid the challenges necessary to build disciplinary 
understanding, epistemic judgement and the capacity to 
defend one’s own claims.

The article first clarifies its conceptual framework and key 
distinctions, then examines cognitive bypass through 
epistemological, pedagogical and institutional lenses, before 
turning to implications for supervision, assessment and 
teaching.

Research design and framing the 
conceptual analysis
Through a conceptual analysis, the article explores how 
GenAI extends or bypasses critical cognitive processes in 
students’ learning. Gilson and Goldberg (2015:128) suggest 
that there is an increasing need for conceptual articles that 
‘bridge existing theories in interesting ways, link work across 
disciplines, provide multi-level insights, and broaden the 
scope of our thinking’. Conceptual articles differ from 
empirical articles in that their conclusions are not derived 
from data, but instead involve the combination and 
assimilation of evidence from previously developed concepts 
or theories (Hirschheim 2008). In an empirical study, the 
author decides which data to select in order to respond to the 
research question; similarly, ‘a conceptual paper should 
explain how and why the theories and concepts on which it 
is grounded were selected’ (Jaakkola 2020:19). This article 
develops an integrated argument using three lenses. The 
justification for these lenses is that the cognitive bypass is not 
a single point of failure; rather, it is a systemic phenomenon 
that operates across different levels of human experience. 
The lenses allow for a discussion that focuses on the 
individual, the interpersonal and the structural. Firstly, the 
epistemological lens examines what counts as knowledge 
and how epistemic agency is formed (Klein & Klein 2025). 
Secondly, the pedagogical lens focuses on how retrieval, 
generation and desirable difficulties build durable learning 
(Bjork & Bjork 2011). Lastly, the institutional lens examines 
how audit culture, datafication and proxy-based assessment 
shape rational academic behaviour (Williamson, Bayne & 
Shay 2020). Taken together, these lenses constitute the article’s 

conceptual framework for explaining cognitive bypass in 
higher education. Rather than treating cognitive bypass as 
merely an issue of individual misuse, the framework argues 
that it emerges through the interaction between epistemic 
conditions of knowing, pedagogical conditions of learning 
and institutional conditions of assessment and certification.

Research methods
This article starts with a focal phenomenon, one that is 
observable but not adequately addressed in the literature 
(Jaakkola 2020). Literature was included if it directly theorised 
the relationship between GenAI use and cognitive, 
pedagogical and institutional processes in higher education, 
and was published mainly between 2020 and 2026 to reflect 
the rapid increase in GenAI scholarship. This is not a 
systematic review of all GenAI literature in higher education, 
but a conceptually bounded analysis of scholarship selected 
for its explanatory value in understanding cognitive bypass 
as a multi-level phenomenon. Accordingly, sources were 
excluded where they focused primarily on primary or 
secondary education, reported user attitudes without 
conceptual or theoretical relevance, or addressed GenAI 
outside educational contexts. These exclusions were intended 
to preserve coherence between the focal phenomenon and 
the three analytic lenses used in the article.

Whetten (1989) notes that a good conceptual article, to 
ensure its validity, should be based on at least some of the 
seven criteria: (1) What’s new? (2) So what? (3) Why so? (4) 
Well done? (5) Done well? (6) Why now? and (7) Who cares? 
Addressing the What’s new? GenAI tools introduce an 
unprecedented ability to simulate human reasoning, 
threatening to substitute for rather than scaffold cognition. It 
can perform complex epistemic tasks (analysis, synthesis 
and argumentation) that were once exclusively completed 
by students, raising important questions about cognitive 
offloading (Larson et al. 2024). So what? The stakes are very 
high. When students use GenAI procedurally, without 
constructing or augmenting knowledge, their critical 
thinking, learning autonomy and applied knowledge 
significantly diminish (Chen & Cheung 2025). And who 
cares? Anyone in higher education stands to benefit from 
evidence that distinguishes between GenAI as a cognitive 
scaffold and GenAI as a cognitive replacement. 

Having outlined the research design, the conceptual 
framework and the research methods, the next section 
clarifies the key distinctions that structure the analysis. These 
distinctions are necessary because debates about GenAI in 
higher education often collapse qualitatively distinct uses 
into a single moral or policy category.

Key distinctions and operational 
definitions
Generative artificial intelligence ‘refers to a group of AI 
algorithms and models that are capable of producing new 
content, including texts, images, videos and problem-solving 
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strategies, with human-like creativity and adaptability’ (He, 
Cao & Tan 2025, para 1). 

Because debates about GenAI in higher education often 
collapse different kinds of tool use into a single moral 
category, this article makes several distinctions explicit to 
avoid conceptual drift across sections. These distinctions are 
used as analytical guardrails in the review and as practical 
levers in the implications for assessment and supervision. 

Firstly, the article distinguishes between GenAI as a cognitive 
extender and GenAI as a cognitive bypass. Drawing on Clark 
(2025), GenAI can extend thinking when humans remain in 
the loop as directors, goal setters and critics, and when 
outputs are treated as provisional material to be tested 
against industry standards. By contrast, a cognitive bypass 
occurs when tool use circumvents effortful processes, such as 
retrieval, synthesis, explanation, error correction and 
verification that build the internal architecture of 
understanding (Bjork & Bjork 2011; Klein & Klein 2025). 

Secondly, the article operationalises the notion of unethical use 
in cognitive terms, and not only the way it may be positioned 
within higher education policy. The critical distinction is 
between substitution and augmentation, as defined by 
Puentedura (2013) in his Substitution, Augmentation, 
Modification & Redefinition (SAMR) framework. Substitution 
occurs when GenAI performs the target cognitive work that 
the assessment is intended to elicit. This includes argument 
construction, conceptual synthesis and source checking. 
Augmentation, meaning when technology is used as a 
substitute for traditional methods but with functional 
improvements (Puentedura 2013), occurs when GenAI 
supports the student’s work, while the student remains the 
author of intellectual moves and can defend them. This aligns 
squarely with the article’s later argument that the cognitive 
bypass is co-produced by assessment regimes that reward end 
products over process and make substitution rational 
(Deslauriers et al. 2019; Shore & Wright 2015).

Thirdly, the article clarifies what kind of epistemic machine 
an LLM is, because cognitive bypass is often enabled by 
category error. Large language models are probabilistic 
generators rather than deterministic calculators or stable 
retrieval engines; they can therefore produce fluent text that 
appears academically competent while being low-resolution, 
partially ungrounded or confidently incorrect (Chiang 2023; 
Selwyn 2024). To be clear, LLMs, such as Claude, Thaura, 
DeepSeek, ChatGPT and Perplexity, are not databases. 
Therefore, verification processes are not nice-to-have add-
ons, but a central academic practice that must be designed 
into assessment and supervision routines. 

Finally, the article treats the effects of GenAI as unevenly 
distributed across levels of expertise. Klein and Klein (2025) 
describe an expertise duality, in which GenAI can level novice 
performance in the short term while amplifying expert 
capabilities. This means that the same tool can function as a 
scaffold or a substitute depending on prior knowledge and 

capacity for critique. For this reason, the article does not treat 
the cognitive bypass as inevitable; rather, it views it as a risk 
condition that emerges under specific conditions. 

With these distinctions in place, the analysis turns first to the 
epistemological conditions under which GenAI reshapes 
what counts as knowing and who remains the author of 
knowledge claims.

The epistemological lens: From 
fluent text to the hollowed mind
The epistemological lens asks: (1) what counts as knowledge?, 
(2) how is it produced? and (3) how do knowledge claims become 
justified? In a GenAI-saturated university, these questions 
shift from abstract philosophy to daily practice as students 
encounter outputs that sound fluent and confident, but 
whose epistemic foundations are uncertain (Gabay, Funa & 
Ricofort 2026). Klein and Klein’s (2025) account of the 
‘extended hollow mind’ offers a useful starting point because 
it treats LLMs not only as productivity tools, but also as 
interventions, under which epistemic agency and stable 
understanding are formed. They argue that GenAI creates a 
dual possibility – it can extend thinking, but it can also hollow 
it out. In earlier tools, such as the calculator, the cognitive cost 
is mostly defined by specific skills, but here, students may 
produce extensive, high-status academic artefacts while 
failing to construct the internal conceptual maps required to 
navigate the field independently (Klein & Klein 2025). 

A key mechanism in this hollowing is a category error about 
what LLMs do. When students treat GenAI as a reliable 
retrieval engine rather than a probabilistic generator of 
plausible text, their epistemic stance shifts from inquiry and 
verification to consumption. 

Selwyn (2024) notes that: 

Generative AI – as with any AI tool – does not ‘know’ or 
‘understand’ what it is doing any more than any other non-
human object. Even if it is producing apparently plausible reams 
of text, a generative AI language tool has no ‘understanding’ or 
‘knowledge’ of what its output might mean. (p. 5)

Bender et al. (2021) describe LLMs as stochastic parrots, able to 
assemble coherent sequences based on statistical regularities 
without any understanding. As such, when students are 
prompting, the LLM is not necessarily looking for the right 
answer; it is calculating the most likely next word. This 
conflation of fluency with truth is evident in cases where 
students draft substantial sections of their theses or essays 
with GenAI, and are only caught because the references do 
not exist or because lecturers know that, despite the sentence 
sounding fluent, it is, in fact, inaccurate. Epistemically, the 
danger is not just that the individual statements may be 
wrong, but that academically sounding outputs displace 
slower practices of source checking, argument construction 
and reconstruction and conceptual discrimination. In 
addition, if factually inaccurate theses and essays are 

http://thejournal.org.za


Page 4 of 11 Original Research

http://thejournal.org.za Open Access

circulated digitally, it runs an additional risk of feeding 
LLMs inaccurate information during scraping processes, 
thereby diluting, disrupting and corrupting disciplines. 

Hallucinations exacerbate the issue. Ji et al. (2023:2) define 
hallucination as generated content that is nonsensical or 
unfaithful to the provided source content, and where the 
generated output is also ‘bland, incoherent, or gets stuck in 
repetitive loops’. As such, the authors show that inaccurate 
and unsupported content is a structural feature of many 
generative systems, rather than an occasional glitch. When 
fabricated claims, invented citations or subtly incorrect 
explanations are embedded in polished outputs, students 
can internalise errors while becoming less sensitive to the 
need for verification, because the surface signals of credibility 
are strong and incredibly seductive. Other scholars have 
reported similar concerns about the effects of hallucinations 
on academic writing and knowledge production, emphasising 
how they disrupt epistemic discipline and the required 
scholarly norms (Dang & Nguyen 2025; Danyaro et al. 2025). 
In addition, the randomised control trial (RCT) conducted by 
Steinbach et al. (2025) measured how LLM-generated 
feedback affected students. The study found that 
hallucinations increased confusion in students. Similarly, in 
Cecilio-Fernandes and Sandars’ (2025) article, the authors 
warn that, without proper scaffolding, hallucinations may 
erode deep learning and highlight the need for instructional 
design that integrates AI-literacy.

Klein and Klein (2025) insist that foundational discipline 
knowledge is not an optional background in the era of 
GenAI. In fact, it is the substrate that makes epistemic 
judgment possible. This foundational knowledge allows 
students to notice when something is not right with 
generated outputs, for example, when a method is 
misapplied, a theory is misinterpreted, or an inference in 
data analysis does not follow. Without these internal 
cognitive maps, students cannot reliably distinguish 
between work that is merely well written and work that is 
epistemically defensible. Klein and Klein (2025:9) speak 
about the Sovereignty Trap, defined as ‘… [A] key 
psychological mechanism that may tempt learners to cede 
their intellectual agency in favour of frictionless, authoritative 
AI outputs’. Campolo and Crawford (2020) describe this as 
‘enchanted determinism’, believing that these AI systems 
are magical and superhuman, beyond our comprehension and 
control, yet deterministic and trustworthy enough to make 
important decisions. In essence, it is a gradual reorientation 
of academic agency in which the LLM becomes the default 
proposer of knowledge claims, and the students are reduced 
to editors of superficial elements of the work. 

The epistemic consequences of GenAI are also unevenly 
distributed across levels of expertise (Klein & Klein 2025). 
Novices tend to benefit most in the short term because they 
produce outputs in discipline-specific jargon that they have 
not even mastered yet. But, they are also most vulnerable to 
hollowing because they lack the prior knowledge needed to 
evaluate GenAI output, especially the hallucinations. 

Experts, on the other hand, can use GenAI as a genuine 
cognitive extender because they can recognise errors and 
integrate the outputs into an already coherent internal map. 

However, it is also important not to slide into a blanket 
suspicion of tool use. The point of this article is not to vilify 
the use of GenAI in any way. It is merely to understand which 
environment is favourable for students to learn meaningfully 
in the context of extensive GenAI use. Clark’s (2025) extended 
mind account directly challenges the cognitive bypass. He 
notes that humans have always offloaded cognitive labour to 
external artefacts – from ledgers and notebooks to calculators 
and now to LLMs – to free up mental bandwidth for higher-
order creativity. In Clark’s view, GenAI is a powerful new 
component in hybrid thinking systems, and offloading does 
not automatically diminish intelligence; it can, in fact, 
reorganise cognition in ways that increase capability, 
provided that humans remain in the loop as directors, goal 
setters and critics. Clark’s position resists the nostalgic 
assumption that real thinking must be entirely intracranial, 
because GenAI can generate alternatives, thereby enriching 
deliberation rather than replacing it. 

The critical distinction lies in what is being offloaded and how 
the coupling to the tool is governed. Chiang (2023) notes that 
LLMs are a blurry JPEG of the web. This is because they 
compress vast amounts of training data into a lossy statistical 
model, preserving patterns rather than the full facts. 
Combined with their probabilistic next-word prediction, this 
yields fluent but fuzzy relationships between concepts. 
Treating such a system as a stable store of truth conditions, in 
the way a calculator is treated as a stable store of arithmetic 
operations, is epistemically hazardous – particularly due to 
their differing affordances. If students are offloading not just 
the routine labour but also the foundational work of 
understanding, the mind does not extend; it detaches. The 
discomfort that GenAI removes in such cases is not merely 
the donkeywork, but the essential friction needed to 
transform information into knowledge. 

From this perspective, the epistemological lens reframes the 
cognitive bypass as a shift in what counts as knowing under 
GenAI conditions. Students can begin to treat fluent, well-
written text as truth, outsourcing the labour of synthesis and, 
in doing so, failing to build the internal maps necessary for 
disciplinary navigation. At the same time, GenAI can be 
integrated as a cognitive extender if universities cultivate 
robust forms of epistemic agency, such as embedding explicit 
verification practices and designing assessments that require 
students to defend, critique and trace the provenance of their 
claims. In essence, it does not matter to what extent students 
use GenAI, as long as they remain the locus of epistemic 
sovereignty in a hybrid thinking system (and embrace our 
cyborg-ness inevitability as Clark argues!).

If the epistemological lens clarifies what is at stake in the 
status of knowledge claims, the pedagogical lens asks how 
those shifts affect the learning processes through which 
understanding is formed and retained.
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The pedagogical lens: Generative 
artificial intelligence as a remover 
or fine-tuner of productive 
difficulties?
The pedagogical lens of this critical analysis foregrounds the 
biological and cognitive mechanisms of learning that are 
disrupted by GenAI. The central premise of the cognitive 
bypass is that unethical GenAI use is not only merely a moral 
violation, but also a fundamental instructional failure. It 
erases the very skills that make knowledge durable. This 
position is also adopted by Bjork and Bjork (2011, 2023), who 
distinguish between immediate performance (retrieval 
strength) and long-term learning (storage strength). In the 
context of GenAI, LLMs function as a fluency-enhancing 
apparatus, producing plausible-sounding outputs and, in 
some cases, quite factually relevant information, but leaving 
the student’s internal cognitive architecture unchanged and 
underdeveloped. 

The importance of the retrieval process to ensure durable 
learning is also supported by Karpicke and Roediger (2007), 
who argue that repeated retrieval during learning enhances 
long-term retention relative to repeated studying, and that 
repeated recall of items can improve later recall substantially. 
As such, if a student avoids retrieval by instructing an LLM 
to write my thesis, or summarise these articles, the student is 
substituting exposure to answers for memory operations, 
which may lead to negative implications if independent 
performance is ever to be tested. 

However, a common misinterpretation of the cognitive 
bypass idea is the assumption that all friction and discomfort 
are inherently good. Bjork and Bjork (2011) explicitly caution 
against this by distinguishing between desirable and 
undesirable difficulties: 

[W]e need to emphasize the importance of the word desirable. 
Many difficulties are undesirable during instruction and forever 
after. Desirable difficulties, versus the array of undesirable 
difficulties, are desirable because they trigger encoding and 
retrieval processes that support learning, comprehension, and 
remembering. If, however, the learner does not have the 
background knowledge or skills to respond to them successfully, 
they become undesirable difficulties. (p. 58)

Many students may be using GenAI to bypass institutional 
friction for tasks that are confusing, and where expectations 
may be unclear. The pedagogical task is not to romanticise 
struggle, but to identify which difficulties are worth 
preserving and which are unjust burdens that can be 
legitimately eased with GenAI. 

A second critique is that the cognitive bypass framing can 
obscure the ambiguity of what constitutes unethical use. Did 
the notion of unethical use emerge from a policy, a lecturer’s 
personal stance or social pressure? This approach can conflate 
very different cognitive situations. For example, on the one 
hand, students may use these LLMs to complete their 

assignments; on the other hand, they may use GenAI to 
translate academic jargon. A sharper critical analysis 
requires an operational distinction between the two:  
(1) substitution – where GenAI performs the target 
submission; or (2) augmentation – GenAI increases 
opportunities for retrieval but maintains student authorship. 
This SAMR scaffolding (Puentedura 2013) aligns with  
Bjork and Bjork’s (2011) point that desirable difficulties  
must be task-relevant and solvable. 

A third critique highlights the implicit individualism of the 
cognitive bypass accounts. We are all aware that universities 
are incentive environments (Singh 2024). This means that 
students respond rationally to assessment designs that 
reward end-product over process, speed over reflection and 
high-stakes outputs over iterative practice. These evaluative 
processes occur despite what the evidence of good learning 
suggests (Deslauriers et al. 2019). Given this, if a module only 
assesses the final essay rather than students’ retrieval, 
planning, drafting or revision processes, then GenAI becomes 
an efficient strategy. What this means is that the cognitive 
bypass in this case is co-produced by assessment regimes, 
workload pressure and credential logics – not by student 
ethics alone. 

Looking at the cognitive bypass through a pedagogical lens 
suggests not treating it as a general effect of using LLMs. 
Bjork and Bjork’s (2011, 2023) work shows that both lecturers 
and students are vulnerable to misassessing learning when 
they equate current performance with long-term retention. 
Generative artificial intelligence intensifies that vulnerability 
by making high-performance cues – polished language and 
structured arguments – easily accessible. 

The pedagogical challenge is to design learning as a retrieval-
rich, feedback-rich practice in which students must 
continually generate, explain and refine their own thinking. 
In a learning context such as this, GenAI can be constrained 
into a scaffold, for example, helping to prompt for 
explanations or to critique, rather than being a silent stand-in 
for the student’s cognitive work. In essence, when learning is 
framed mainly as a performance-oriented process, GenAI 
enables the cognitive bypass; when it is framed as visible 
cognitive work over time, GenAI becomes a tool to support 
rather than replace learning. 

Yet cognitive bypass cannot be explained by learning 
processes alone; it is also shaped by the institutional 
environments that reward certain forms of performance and 
proxy evidence.

The institutional lens: Datafication 
and the crises of the proxy
The institutional lens foregrounds the sociological and 
organisational structures that shape, incentivise and validate 
academic behaviour. It views the university as a system of 
certification and data management in which written 
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artefacts, grades and digital traces stand in for complex 
processes of learning and becoming. For most higher 
education institutions, the written artefact still operates as a 
proxy for internal transformation. For example, most 
universities still use the end-of-course essay and the thesis 
as evidence of understanding, judgment and the ability to 
act. GenAI’s capacity to produce polished and plausible text 
without commensurate cognitive labour places this proxy 
regime under strain. When institutional logics equate a good 
document with a good mind, students can rationally exploit 
the equivalence by outsourcing the work to LLMs. From 
Biesta’s (2014) perspective, the qualification function 
(certification) overwhelms subjectification (supporting the 
emergence of a knowledgeable, responsible graduate), so 
that institutions risk becoming credentialing machines 
attached to opaque cognitive processes. In this context, 
GenAI not only single-handedly creates hollow certifications, 
but it also reveals that the link between qualification and 
person was always probabilistic and that the system has 
long relied on proxies that can be gamed. 

This erosion of proxy reliability is entangled with the 
broader datafication of teaching. Williamson et al. (2020) 
show how modern universities are governed through 
expanding infrastructures of metrics – i.e. learning analytics, 
performance indicators and dashboards – through which 
teaching and learning are made legible as data. Grades, 
written assignments, dwell time on dashboards, number of 
logins on learning management systems (LMSs), number of 
clicks, late submissions and completion rates serve as 
signals of quality and productivity, compressing complex 
pedagogical processes into countable outputs and providing 
the institution with a student’s ‘bio’.

Shore and Wright’s (2015) notion of audit culture captures 
how these metrics produce coercive accountability. This 
means that students and staff are compelled to perform to 
indicators, regardless of whether those indicators truthfully 
track the values or practices they supposedly represent. 
When assessment regimes privilege final products and 
overlook the distributed work of retrieval, drafting and 
revision, GenAI substitution becomes structurally rational. It 
allows students to meet their course requirements and audit 
demands while minimising time, risk and the emotional 
labour of learning. In this sense, the cognitive bypass is co-
produced by institutional designs that reward outputs rather 
than learning processes. Selwyn (2024) argues that GenAI is 
often framed as a route to frictionless efficiency, promising 
personalised learning at scale and the automation of routine 
tasks. Yet, this imaginary masks the messy realities of 
pedagogy and the power relations embedded in these LLMs, 
including who is watched, whose data are mined and how 
decisions are made. 

In addition to this inaccurate imaginary, over the last three 
decades, institutions have rapidly made the switch from 
traditional pen, paper and manila folder systems to 
computerised systems (embedding AI) with students’ 

activity tracked through LMSs, plagiarism detection services 
and analytics dashboards (Selwyn 2024; Williamson et al. 
2020). Generative artificial intelligence is now at the heart of 
a curious institutional contradiction. On the one hand, 
universities deploy AI to streamline administration, offer 
writing support (by encouraging the use of tools such as 
Grammarly) and enable adaptive learning. On the other 
hand, universities deploy AI to police their own loss of 
control, using automated grading, exam proctoring, 
plagiarism detection and behavioural analytics to assess 
originality and diligence (Selwyn 2024).

Students’ written outputs are automated and monitored at 
the same time and by the same class of technologies, while 
their progress is inferred from digital traces rather than from 
sustained dialogical engagement. Several authors have 
responded, cautioning against this reductionist approach to 
using data to represent the reality of student learning, noting 
that data can never truly reflect classroom realities or the 
complexity of how students learn. Firstly, Selwyn (2024) 
notes that 

[M]any of the basic aspects of teaching and learning cannot be 
captured reliably in data form … this is even more true for 
capturing and representing the complexities of a classroom or a 
student’s social circumstances. (p. 7)

Secondly, Goulden (2018 cited in Kocabıyık 2025:5) states 
that ‘even the most “technologically smart” innovation is 
likely to be “socially stupid” when applied in a real school 
setting’. Thirdly, Broussard (2019 cited in Selwyn 2024) 
explains that 

[M]ath works beautifully on well-defined problems in 
well-defined situations with well-defined parameters. School is 
the opposite of well-defined. School is one of the most gorgeously 
complex systems humankind has built. (p. 7)

And lastly, Perelman (2014) notes in the context of automated 
essay scoring, when the state of the art is counting words and 
surface features, systems reproduce superficial proxies for 
writing quality.

However, it should also be noted that not all forms of 
bypass are inherently regressive. Critics of traditional 
assessment have long noted that much of students’ work 
already consists of busywork that satisfies institutional 
requirements without necessarily deepening understanding 
(Wheeler 2025). In cases such as these, GenAI may help 
students shed unproductive labour – such as rephrasing 
difficult assignment instructions, or translating complex 
academic jargon into easy-to-understand language, 
without undermining disciplinary learning. Equity-
focused work on GenAI in educational settings highlights 
its potential as a scaffold rather than a substitute. Shukla 
and Pandey (2025), for example, describe how GenAI can 
support personalisation, accessibility and inclusion for 
students facing linguistic barriers, disability or limited 
access to cultural capital. In this case, GenAI can reduce 
institutional friction, allowing students to engage more 
fully with core conceptual difficulties. 
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This perspective complicates the straightforward defence of 
GenAI, simply removing the difficulty. The question is: What 
difficulty is GenAI removing? If the wrong things are made 
difficult – for example, navigating opaque systems and 
decoding poorly written tasks – then easing those challenges 
using GenAI may be a precondition for genuine cognitive 
work rather than an avoidance of it (Choudhuri et al. 2026). 
The institutional challenge is to differentiate between 
unimportant or less important drudgery that can justifiably 
be automated and epistemic labour that should remain with 
the student (Shukla & Pandey 2025). What is also important 
to note is that one cannot have one rule for all disciplines, as 
sciences and humanities, for example, have fundamental 
ontological differences, and what is important in one 
discipline may not be in the other. 

So, responding to the crises of proxy, therefore, demands 
more than a tightening of surveillance or banning of tools. It 
calls for complete institutional change that aligns assessments 
and governance with what we know about learning and 
epistemic agency. One way to do this, as discussed in the 
latter part of this article, is to redesign assessment so that the 
process of learning, rather than only the final output, is 
visible and valued. In this reconfigured approach, GenAI is 
not removed but rather repositioned. When students are 
required to demonstrate understanding interactively across 
time and contexts, simple substitution becomes less effective, 
and human–AI interaction is more likely to serve as a scaffold 
than a proxy (Shukla & Pandey 2025).

Channelling Selwyn’s (2024) perspective, the institutional 
lens suggests that universities need to drop this fantasy of 
frictionless GenAI and instead embed this technology within 
pedagogies and governance structures that allow epistemic 
agency to remain with students and staff. Under this lens, the 
cognitive bypass is not simply a story about individual 
misconduct; it is a symptom of a broader regime that 
privileges data, outputs and efficiency over the slower, 
harder-to-measure work of thinking. To address this, two 
critical things need to happen. Firstly, students need to be 
taught how to ethically use GenAI in their work, and 
secondly, reconfiguring the institutional conditions under 
which proxies are produced, interpreted and rewarded. 

Taken together, these three lenses show that cognitive bypass 
is co-produced across levels. The question, then, is how 
supervision, assessment and teaching might be redesigned 
to shift GenAI use from substitution towards augmentation. 

From substitution to augmentation: 
Rethinking supervision, assessment 
and teaching
If universities want GenAI to function as an augmenter rather 
than a silent substitute, they will need to redesign their tasks 
and the institutional mechanisms that define what counts as 
learning and performance. Scholars emphasise that this 
redesign is not simply a technical one; it is relational and 

contextual, entangled with histories of inequality, supervision 
cultures and institutional logics in higher education (Brown & 
Rossouw 2026; Naidoo & Samuel 2026). This required shift 
has at least three interlocking layers: supervision cultures, 
assessment practices and teaching design. 

Supervision: Co-authoring standards for 
legitimate generative artificial intelligence use
It is in the supervision process where the proxy stakes are the 
highest, particularly at the master’s and doctoral levels. 
Recent studies on supervision highlight how supervision is 
never purely technical; instead, it is relational, affective and 
often cross-border, involving epistemic negotiations across 
disciplines and geographies (Naidoo & Samuel 2026). Several 
other studies have contributed to the discussion on GenAI in 
the context of postgraduate supervision, all highlighting that 
AI literacy is critical, that GenAI reconfigures the role of 
supervisors and that institutions need to shift from end-
result to process-oriented learning. 

Research conducted by Brown and Rossouw (2026) shows 
how GenAI can become a reflexive collaborator in doctoral 
supervision when it is directly woven into cycles of 
experiential learning, critical questioning and ethical 
scrutiny. Boyd and Harding (2025) argue that GenAI disrupts 
traditional researcher-supervisor power dynamics and trust 
if covertly used, and by conferring undue agency to the tool, 
one may miss critical skill development opportunities. They 
suggest that supervisors should openly integrate GenAI in 
supervision frameworks to regain control and to develop 
students’ critical analytical skills (Boyd & Harding 2025). 
Segooa, Modiba and Motjolopane’s (2025) review on GenAI 
and postgraduate research suggests that institutions should 
design and deploy a ‘ResearchBuddie’ tool to support 
postgraduate research at all stages of the research cycle and 
to provide students and supervisors with training on the 
ethical use of GenAI. Other researchers writing in the context 
of sub-Saharan Africa argue for ethically and locally 
grounded frameworks that support GenAI integration in 
postgraduate research (Zlotnikova, Mokgetse & Hlomani 
2025). From a Latin American perspective, De la Torre and 
Baldeon-Calisto (2024) note that GenAI is rapidly emerging 
in postgraduate research, but its proper implementation is 
constrained by resource disparities, policy gaps and varying 
levels of staff and student preparedness. They also highlight 
the importance of GenAI literacy for students and staff. 

To move from substitution to augmentation in postgraduate 
research supervision practices, three suggestions are made. 
Firstly, the establishment of GenAI use agreements at the 
outset, where supervisors and students co-write a short 
addendum to the supervision plan specifying where and 
how GenAI may be used, for example, in language polishing, 
idea generation and code scaffolding. In addition, highlight 
where GenAI may not be used, for example, generating 
findings, writing up the methodology or fabricating data and 
references. As such, GenAI should be situated within a clear, 
articulated, jointly developed framework, rather than a tacit, 
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unspoken practice. This concurs with Brown and Rossouw’s 
(2026) idea of a negotiated framework as well as Mabirizi 
et al.’s (2025) recommendation of a tailored framework. 
Secondly, students should be encouraged to show their 
working in supervision meetings by not only asking students 
to send the latest version of a chapter, but also to include 
search logs, prompt histories, decision notes, and to 
demonstrate how students decided what to include and what 
to exclude in the final draft. By doing so, these meetings shift 
towards understanding the method and judgment, rather 
than the polished finish. This also mirrors Naidoo and 
Samuels’ (2026) emphasis on supervision as a space where 
epistemic journeys are made visible and jointly reflected 
upon. Thirdly, assessing defensibility not only just for 
the text quality, but also explicitly placing weight on 
progress reviews and examinations and the student’s 
ability to explain why particular methods, argument 
structures or interpretations were chosen, and to troubleshoot 
weaknesses they may have. Mini-vivas, a series of vivas 
throughout the programme, are a useful tool for incorporating 
into postgraduate research, particularly at the doctoral level. 

Following such an approach shifts the locus of evaluation 
from Can you produce a thesis-like product? to Can you inhabit, 
defend and adapt the knowledge position this document expresses?

Assessment: Making the cognitive journey 
visible
At the assessment level, the central move is to make the 
process evidential, not just the product inspectable. Research 
focusing on assessment and GenAI highlights the concern 
regarding the integrity of assessments; it mentions the need 
for open-ended exam formats, using GenAI to support, not 
replace, human judgment, and redefining exams towards 
complex analytical tasks. 

Evangelista (2025) highlights that ChatGPT poses a significant 
risk to academic integrity in exams and coursework, but this 
risk can be managed through redesigning assessments (such 
as open-ended exam formats), detection tools and clear 
ethical policies. The concern about academic integrity was 
also highlighted by Singh (2023). Mpolomoka (2025) notes 
that GenAI is a useful tool for streamlining grading and 
feedback and for personalising learning, but raises concerns 
about tool bias, validity and privacy in assessments. Oc, 
Gonsalves and Quamina (2025) note that students’ adoption 
of GenAI tools in assessments depends on perceived 
usefulness, risk and tech savviness. The authors raise concerns 
about how fair teachers will mark GenAI-assisted work (Oc  
et al. 2025). Kofinas, Tsay and Pike (2025) note that GenAI can 
successfully generate authentic assessment submissions that 
pass experienced markers and that authentic assessment 
alone cannot guarantee academic integrity. Lastly, Francis, 
Jones and Smith (2025) note that there needs to be a balance 
between innovation and integrity and that GenAI should 
support human judgment, not replace it.

Three suggestions for institutions to consider regarding 
assessment and making the cognitive journey visible are 

noted here. Firstly, it would be useful for courses to require 
staged outputs that capture thinking over time, such as 
planning notes, draft iterations and short reflective 
summaries that explain why certain revisions were made. 
This makes it much harder for GenAI to stand in for students’ 
cognitive work because it is assessing an evolution of ideas 
rather than only the end results (Francis et al. 2025). Secondly, 
similar to the mini-vivas suggestion, lecturers can incorporate 
explain-your-reasoning questions or recorded walkthroughs 
as a routine feature, not an exception, where students explain 
how they answered the assessment question or task. Thirdly, 
lecturers should design tasks that demand source tracing to 
allow students to demonstrate how they arrived at particular 
claims, as well as where an idea originated. 

By incorporating these suggested techniques, GenAI is 
pushed towards being an augmenter. Students will still use 
GenAI tools (it’s too late to go back now!), but the grade is 
anchored in their ability to curate, rather than in the surface 
fluency of their submissions. 

Teaching: Embedding generative artificial 
intelligence into learning routines (rather than 
banning it)
At the level of teaching, the challenge is how we would go 
about domesticating GenAI into pedagogy so that using it 
entails more, not less, cognitive effort. In essence, the 
challenge is not disallowing students from using GenAI in 
their workflow processes, but to create opportunities where 
ethical use is demonstrated and where the tool works as a 
learning support mechanism to enhance learning in a 
manner that would not be possible without GenAI. 

Research on GenAI and teaching and learning emphasises that 
when GenAI is intentionally integrated into course structures, 
it can support personalised learning and metacognitive 
development provided that tasks require active engagement 
and reflection (Francis et al. 2025; Lelescu et al. 2025). This 
notion of intentional integration is also framed as a justice 
issue because GenAI can actually deepen existing divides or 
be used to scaffold access for students who face linguistic, 
infrastructural and cultural barriers (Naidoo & Samuel 2026; 
Shukla & Pandey 2025). Bonner, Lege and Frazier (2023) 
highlight how LLMs can reduce teacher workload and provide 
more learner-centred instruction. Lastly, Ryan (2024) also 
makes the point, with which most research concurs, that 
GenAI can be used as a tool to teach critical thinking. 

Three suggestions are highlighted here to demonstrate how 
institutions can integrate GenAI into their teaching. Firstly, 
teachers can use GenAI outputs as objects of critique, asking 
students to generate an answer with an LLM and then 
working together to identify its errors, missing assumptions 
and unexamined claims. This shifts the tool from a retrieval 
for discrimination to a retrieval as a solution, and it echoes 
Brown and Rossouw’s (2026) idea of a reflexive collaborator. 
Secondly, teachers can design retrieval-heavy activities 
around GenAI to generate practice questions, and students 
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would then answer them without assistance. They could 
then compare their answers to a model answer, including 
checking the sources. In this instance, GenAI works as a 
retrieval comparison tool. Thirdly, make tool use explicit and 
discussable by allocating time to talk about when and how 
GenAI can legitimately be used to support understanding 
versus when it undermines learning. Naidoo and Samuel’s 
(2026) recent work on interdisciplinary co-supervision shows 
how such open, negotiated conversations about tools and 
epistemologies can build bridges across disciplines and 
power hierarchies, and the same sensibility can guide 
classroom GenAI practices.

Discussion: Institutional 
mechanisms and aligning incentives 
with augmentation
The suggestions made earlier would be easy to implement if 
universities focused more on the learning and less on the 
learning analytics. These changes are difficult to sustain and 
implement if institutional mechanisms continue to reward 
only throughput, satisfaction scores and product metrics. 
Generative artificial intelligence integration that results in 
augmentation will falter if it is grafted onto unchanged audit 
culture environments.

If institutions are serious about implementing GenAI in a 
meaningful way, they need to prioritise adjusting their 
quality assurance and programme review criteria so that 
process-rich assessment is recognised and rewarded, even if 
it is more labour-intensive. Institutions should also evaluate 
existing workload models and weight oral components 
equally to writing outputs, as both require critical thinking, 
argument development and argument defence. This will 
also allow for more creativity in the classroom and appeal 
to learners with different learning strengths. Institutional 
policy directed at GenAI use should be developed around 
learning design and epistemic justice, not only around 
misconduct, by articulating clearly what counts as legitimate 
augmentation and then designing assessments that demand 
the additional human cognitive work. Lastly, institutions 
should invest in shared infrastructure that supports process 
evidence (such as portfolio platforms, reflection templates, 
and tools for capturing annotated drafts) so that focused 
process practices are feasible at scale and do not depend on 
individual lecturers’ ad hoc solutions. In essence, moving 
from substitution to augmentation is not just about telling 
students to use the tools ethically; it is about changing the 
conditions under which using GenAI as a substitute is the 
easiest way to succeed. When supervision conversations, 
assessment rubrics and teaching practices require visible 
reasoning, retrieval and defence, GenAI more naturally 
falls into the role of an assistant rather than an author. 

Conclusion
Using a conceptual analysis, this article highlights that 
LLMs are not databases and, if treated as such, critical 
learning gets misplaced. It clarifies that GenAI does not 

automatically harm learning, but that it can result in a 
cognitive bypass when the conditions are right. When 
students treat fluent GenAI text as the truth, they risk 
skipping the slow work of checking, explaining and 
connecting ideas, so understanding becomes shallow. 
When GenAI writes students’ work or provides them with 
complete summaries, it may well boost short-term 
performance, but weaken the desirable difficulties that 
make learning stick. At the same time, universities often 
reward polished products, fast turnaround and high grades 
more than visible thinking processes, which makes heavy 
GenAI use a rational strategy. To protect epistemic agency, 
we need supervision, assessment and teaching designs that 
make thinking visible over time. That way, GenAI supports 
students’ cognitive work instead of quietly replacing it. 

Future research should empirically test whether process-
oriented assessment designs reduce cognitive bypass 
behaviours across disciplines and at different levels of 
expertise. Longitudinal studies tracking how GenAI affects 
students’ retrieval strength and epistemic agency over time 
would also be a phenomenal contribution to the discussion. 
But more importantly, equity-focused research examining 
how cognitive bypass differs across socioeconomic, linguistic 
and disciplinary contexts is the priority.

Acknowledgements
A preprint version of the abstract was previously published 
on ResearchGate in April 2026, https://www.researchgate.
net/publication/403445299_When_the_PDF_Passes_but_
the_Mind_Doesn%27t_GenAI_Proxy_Regimes_and_
Epistemic_Agency_in_Universities, and we acknowledge its 
role in shaping the final article.

No DOI was assigned by the server management. The final 
publication version has substantive differences from what 
was initially uploaded. As the full article was not uploaded, 
there were no critiques or feedback from peers that could 
have shaped the article in any way.

Competing interests
The author, Marcina Singh, declares that no financial 
or  personal relationships inappropriately influenced the 
writing of this article.

CRediT authorship contribution
Marcina Singh: Conceptualisation, Formal analysis, 
Methodology, Validation, Writing – original draft and 
Writing – review & editing. The author confirms that this 
work is entirely their own, has reviewed the article, approved 
the final version for submission and publication and takes 
full responsibility for the integrity of its findings.

Ethical considerations
This article followed all ethical standards for research 
without direct contact with human or animal subjects.

http://thejournal.org.za
https://www.researchgate.net/publication/403445299_When_the_PDF_Passes_but_the_Mind_Doesn%27t_GenAI_Proxy_Regimes_and_Epistemic_Agency_in_Universities
https://www.researchgate.net/publication/403445299_When_the_PDF_Passes_but_the_Mind_Doesn%27t_GenAI_Proxy_Regimes_and_Epistemic_Agency_in_Universities
https://www.researchgate.net/publication/403445299_When_the_PDF_Passes_but_the_Mind_Doesn%27t_GenAI_Proxy_Regimes_and_Epistemic_Agency_in_Universities
https://www.researchgate.net/publication/403445299_When_the_PDF_Passes_but_the_Mind_Doesn%27t_GenAI_Proxy_Regimes_and_Epistemic_Agency_in_Universities


Page 10 of 11 Original Research

http://thejournal.org.za Open Access

Funding information
The author received no financial support for the research, 
authorship, and/or publication of this article.

Data availability
Data sharing is not applicable to this article as no new data 
were created or analysed in this study.

Disclaimer
The views and opinions expressed in this article are those of 
the author and are the product of professional research. 
They do not necessarily reflect the official policy or position 
of any affiliated institution, funder, agency or that of the 
publisher. The author is responsible for this article’s results, 
findings and content.

References
Arinushkina, A.A., Abramov, V.I. & Mindzaeva, E.V., 2025, ‘Generative AI as a tool for 

developing critical thinking in higher education’, in A. Arinushkina (ed.), 
Integration strategies of Generative AI in higher education, pp. 283–300, IGI 
Global Scientific Publishing.

Bender, E., Gebru, T., McMillan-Major, A. & Mitchell, M., 2021, ‘On the dangers of 
stochastic parrots’, in Proceedings of the 2021 ACM conference on fairness, 
accountability, and transparency, Virtual Event, Canada, March 3–10, 2021, 
pp. 610–6.

Biesta, G., 2014, The beautiful risk of education, Paradigm Publisher, Boulder, 
Colorado.

Bjork, E.L. & Bjork, R.A., 2011, ‘Making things hard on yourself, but in a good  
way: Creating desirable difficulties to enhance learning’, in M.A. Gernsbacher, 
R.W. Pew, L.M. Hough & J.R. Pomerantz (eds.), Psychology and the real world: 
Essays illustrating fundamental contributions to society, pp. 56–64, Worth 
Publishers, New York.

Bjork, E.L. & Bjork, R.A., 2023, ‘Introducing desirable difficulties into practice and 
instruction: Obstacles and opportunities’, in C.E. Overson, C.M. Hakala, L.L. 
Kordonowy & V.A. Benassi (eds.), In their own words: What scholars and teachers 
want you to know about why and how to apply the science of learning in your 
academic setting, pp. 19–30, Society for the Teaching of Psychology, Washington DC.

Bonner, E., Lege, R. & Frazier, E., 2023, ‘Large language model-based artificial 
intelligence in the language classroom: Practical ideas for teaching’, The Journal of 
Teaching English with Technology 23(1), 23–41. https://doi.org/10.56297/
BKAM1691/WIEO1749 

Boyd, P. & Harding, D., 2025, ‘Generative AI: reconfiguring supervision and doctoral 
research’, Buildings and Cities 6(1), 294–309. https://doi.org/10.5334/bc.560 

Brown, A. & Rossouw, J., 2026, ‘Artificial intelligence as a reflexive collaborator in 
graduate studies supervision’, Transformation in Higher Education 11, a657. 
https://doi.org/10.4102/the.v11i0.657

Campolo, A. & Crawford, K., 2020, ‘Enchanted determinism: Engaging science’, 
Technology and Society 6(1), 1–19. https://doi.org/10.17351/ests2020.277 

Cecilio-Fernandes, D. & Sandars, J., 2025, ‘The hallucination of learning with 
generative artificial intelligence’, Medical Teacher 47(12), 2057–2058. https://doi.
org/10.1080/0142159X.2025.2531812 

Chen, S. & Cheung, A.C.K., 2025, ‘Effect of generative artificial intelligence on university 
students’ learning outcomes: A systematic review and meta-analysis’, Educational 
Research Review 49, 100737. https://doi.org/10.1016/j.edurev.2025.100737

Chiang, T., 2023, ‘ChatGPT is a blurry JPEG of the Web’, The New Yorker, 09 February, 
viewed 15 February 2026, from https://www.newyorker.com/tech/annals-of-
technology/chatgpt-is-a-blurry-jpeg-of-the-web.

Choudhuri, R., Sanchez, C., Burnett, M. & Sarma, A., 2026, ‘Why Johnny can’t think: GenAI’s 
impacts on cognitive engagement’, 1–26. https://arxiv.org/html/2601.​22430v1

Clark, A., 2025, ‘Extending minds with Generative AI’, Nature Communications 16, 
4627. https://doi.org/10.1038/s41467-025-59906-9

Dang, C.T. & Nguyen, A., 2025, ‘Student attitudes and skills in a world of AI 
hallucinations’, 2nd International workshop on AI in Society, Education and 
Educational Research (AISEER), viewed 15 February 2026, from https://ceur-ws.
org/Vol-4138/comm1.pdf.

Danyaro, K.U., Abdullahi, S., Abdallah, A.S. & Chiroma, H., 2025, ‘Hallucinations in 
large language models for education: Challenges and mitigation’, International 
Journal of Teaching, Learning and Education 4(6), 13–19. https://doi.
org/10.22161/ijtle.4.6.2

De La Torre, A. & Baldeon-Calisto, M., 2024, ‘Generative Artificial Intelligence in 
Latin American higher education: A systematic literature review’, in A. Varol, 
M. Karabatak, C. Varol & E. Tuba (Eds.), 12th International Symposium on Digital 
Forensics and Security, ISDFS 2024, Institute of Electrical and Electronics 
Engineers Inc.

Deslauriers, L., McCarty, L.S., Miller, K., Callaghan, K. & Kestin, G., 2019, ‘Measuring 
actual learning versus feeling of learning in response to being actively engaged in 
the classroom’, Proceedings of the National Academy of Sciences 116(39), 
19251–19257. https://doi.org/10.1073/pnas.1821936116

Evangelista, E.D.L., 2025, ‘Ensuring academic integrity in the age of ChatGPT: 
Rethinking exam design, assessment strategies, and ethical AI policies in higher 
education’, Contemporary Educational Technology 17(1), ep559. https://doi.
org/10.30935/cedtech/15775 

Francis, N.J., Jones, S. & Smith, D.P., 2025, ‘Generative AI in Higher Education: 
Balancing innovation and integrity’, British Journal of Biomedical Science 81, 
14048. https://doi.org/10.3389/bjbs.2024.14048

Gabay, R.A.E., Funa, A.A. & Ricafort, J.D., 2026, ‘Generative Artificial Intelligence (GenAI) 
for academic writing in higher education: A scoping review of applications, challenges, 
and implications’, International Journal of Education in Mathematics, Science and 
Technology (IJEMST) 14(1), 200–232. https://doi.org/10.46328/ijemst.5682

Gilson, L.L. & Goldberg, C.B., 2015, ‘Editors’ comment: So, what is a conceptual 
paper?’, Group & Organization Management 40(2), 127–130 https://doi.
org/10.1177/1059601115576425 

Hirschheim, R., 2008, ‘Some guidelines for the critical reviewing of conceptual papers’, 
Journal of the Association for Information Systems 9(8), 432–441. https://doi.
org/10.17705/1jais.00167

He, R, Cao, J. & Tan, T., 2025, ‘Generative artificial intelligence: A historical perspective’, 
National Science Review 12(5), nwaf050. https://doi.org/10.1093/nsr/nwaf050

Hou, I., Man, O., Hamilton, K., Muthusekaran, S., Johnykutty, J., Zadeh, L. et al., 2025, 
‘“All roads lead to ChatGPT”: How generative AI is eroding social interactions and 
student learning communities’, in Proceedings of the 30th ACM Conference on 
Innovation and Technology in Computer Science, Radboud University, Netherlands, 
27 June–2 July 2025, pp. 79–85.

Jaakkola, E., 2020, ‘Designing conceptual articles: Four approaches’, AMS Review 10, 
18–26. https://doi.org/10.1007/s13162-020-00161-0

Ji, Z., Lee, N., Frieske, R., Yu, T., Su, D., Xu, Y. et al., 2023, ‘Survey of hallucination in 
natural language generation’, ACM Computing Surveys 55(12), 248. https://doi.
org/10.1145/3571730

Karpicke, J.D. & Roediger, H.L. III., 2007, ‘Repeated retrieval during learning is the key 
to long-term retention’, Journal of Memory and Language 57(2), 151–162. 
https://doi.org/10.1016/j.jml.2006.09.004

Klein, C.R. & Klein, R., 2025, ‘The extended hollowed mind: Why foundational 
knowledge is indispensable in the age of AI’, Frontiers in Artificial Intelligence 8, 
1719019. https://doi.org/10.3389/frai.2025.1719019 

Kocabıyık, E., 2025, ‘Artificial intelligence in education: Positive and negative impacts, 
and practical limitations’, International Journal for Multidisciplinary Research 7(6), 
1–8. https://doi.org/10.36948/ijfmr.2025.v07i06.60011

Kofinas, A.K., Tsay, C.-H. & Pike, D., 2025, ‘The impact of generative AI on academic 
integrity of authentic assessments within a higher education context’, British Journal 
of Educational Technology 56, 2522–2549. https://doi.org/10.1111/bjet.13585

Larson, B.Z., Moser, C., Caza, A., Muehlfeld, K. & Colombo, L.A., 2024, ‘Critical thinking 
in the age of generative AI’, Academy of Management Learning and Education 
23(3), 373–378. https://doi.org/10.5465/amle.2024.0338

Lelescu, A., Simona Sava, S., Grosseck, G. & Laura Malita, L., 2025, ‘Exploring trust in 
generative AI for higher education institutions: A systematic literature review 
focused on educators’, Humanities and Social Sciences Communications 12(1), 
1–15. https://doi.org/10.1057/s41599-025-06253-1

Mabirizi, V., Katushabe, C., Muhoza, G. et al. & Rugasira, J., 2025, ‘A systematic review 
of the impact of generative AI on postgraduate research: Opportunities, 
challenges, and ethical implications’, Discover Artificial Intelligence 5, 238. https://
doi.org/10.1007/s44163-025-00495-3

Mpolomoka, D.L., 2025, ‘Utilizing artificial intelligence for assessment in higher education’, 
Pedagogical Research 10(3), em0243. https://doi.org/10.29333/pr/16677

Naidoo, R. & Samuel, M., 2026, ‘Crossing borders, building bridges: A reflective case 
of  interdisciplinary PhD co-supervision in health sciences and education’, 
Transformation in Higher Education 11, a638. https://doi.org/10.4102/the.v11i0.638

Noble, D.F., 2003, Digital diploma mills: The automation of higher education, Monthly 
Review Press, viewed 15 February 2026, from https://monthlyreview.
org/9781583670927/. Earlier version of this review: Noble, D.F., 1998, ‘Digital 
diploma mills: The automation of higher education’, First Monday 3(1), 569. 
https://doi.org/10.5210/fm.v3i1.569

Oc, Y., Gonsalves, C. & Quamina, L.T., 2025, ‘Generative AI in higher education 
assessments: Examining risk and tech-savviness on student’s adoption’, Journal of 
Marketing Education 47(2), 138–155. https://doi.org/10.1177/0273475324​1302459 

Pang, W. & Wei, Z., 2025, ‘Shaping the future of higher education: A technology usage 
study on Generative AI innovations’, Information 16(2), 95. https://doi.org/​
10.3390/info16020095 

Perelman, L., 2014, ‘When “the state of the art” is counting words’, Assessing Writing 
21, 104–111. https://doi.org/10.1016/j.asw.2014.05.001

Puentedura, R.R., 2013, ‘SAMR: Getting to transformation’, [Blogpost], Hippasus,  
16 April, viewed 15 February 2026, from http://www.hippasus.com/rrpweblog/
archives/2013/04/16/SAMRGettingToTransformation.pdf.

Ryan, S., 2024, ‘Generative AI in the classroom: Teaching a critical skill for the public 
relations workforce’, Journal of Public Relations Education 9(3), 25–45, viewed 15 
February 2026, from https://journalofpreducation.com/2024/03/05/generative-ai-
in-the-classroom-​teaching-a-critical-skill-for-the-public-relations-writing-student/.

Segooa, M., Modiba, S. & Motjolopane, I., 2025, ‘Generative artificial intelligence 
tools to augment teaching scientific research in postgraduate studies’,  
South African Journal of Higher Education 39(1), viewed 15 February 2026, from 
https://hdl.handle.net/10520/ejc-high_v39_n1_a15.

Selwyn, N., 2024, On the limits of artificial intelligence (AI) in education, Routledge, 
London.

http://thejournal.org.za
https://doi.org/10.56297/BKAM1691/WIEO1749
https://doi.org/10.56297/BKAM1691/WIEO1749
https://doi.org/10.5334/bc.560
https://doi.org/10.4102/the.v11i0.657
https://doi.org/10.17351/ests2020.277
https://doi.org/10.1080/0142159X.2025.2531812
https://doi.org/10.1080/0142159X.2025.2531812
https://doi.org/10.1016/j.edurev.2025.100737
https://www.newyorker.com/tech/annals-of-technology/chatgpt-is-a-blurry-jpeg-of-the-web
https://www.newyorker.com/tech/annals-of-technology/chatgpt-is-a-blurry-jpeg-of-the-web
https://arxiv.org/html/2601.22430v1
https://doi.org/10.1038/s41467-025-59906-9
https://ceur-ws.org/Vol-4138/comm1.pdf
https://ceur-ws.org/Vol-4138/comm1.pdf
https://doi.org/10.22161/ijtle.4.6.2
https://doi.org/10.22161/ijtle.4.6.2
https://doi.org/10.1073/pnas.1821936116
https://doi.org/10.30935/cedtech/15775
https://doi.org/10.30935/cedtech/15775
https://doi.org/10.3389/bjbs.2024.14048
https://doi.org/10.46328/ijemst.5682
https://doi.org/10.1177/1059601115576425
https://doi.org/10.1177/1059601115576425
https://doi.org/10.17705/1jais.00167
https://doi.org/10.17705/1jais.00167
https://doi.org/10.1093/nsr/nwaf050
https://doi.org/10.1007/s13162-020-00161-0
https://doi.org/10.1145/3571730
https://doi.org/10.1145/3571730
https://doi.org/10.1016/j.jml.2006.09.004
https://doi.org/10.3389/frai.2025.1719019
https://doi.org/10.36948/ijfmr.2025.v07i06.60011
https://doi.org/10.1111/bjet.13585
https://doi.org/10.5465/amle.2024.0338
https://doi.org/10.1057/s41599-025-06253-1
https://doi.org/10.1007/s44163-025-00495-3
https://doi.org/10.1007/s44163-025-00495-3
https://doi.org/10.29333/pr/16677
https://doi.org/10.4102/the.v11i0.638
https://monthlyreview.org/9781583670927/
https://monthlyreview.org/9781583670927/
https://doi.org/10.5210/fm.v3i1.569
https://doi.org/10.1177/0273475324​1302459
https://doi.org/​10.3390/info16020095
https://doi.org/​10.3390/info16020095
https://doi.org/10.1016/j.asw.2014.05.001
http://www.hippasus.com/rrpweblog/archives/2013/04/16/SAMRGettingToTransformation.pdf
http://www.hippasus.com/rrpweblog/archives/2013/04/16/SAMRGettingToTransformation.pdf
https://journalofpreducation.com/2024/03/05/generative-ai-in-the-classroom-​teaching-a-critical-skill-for-the-public-relations-writing-student/
https://journalofpreducation.com/2024/03/05/generative-ai-in-the-classroom-​teaching-a-critical-skill-for-the-public-relations-writing-student/
https://hdl.handle.net/10520/ejc-high_v39_n1_a15


Page 11 of 11 Original Research

http://thejournal.org.za Open Access

Shore, C. & Wright, S., 2015, ‘Audit culture revisited: Rankings, ratings, and the 
reassembling of society’, Current Anthropology 56(3), 421–444. https://doi.
org/10.1086/681534

Shukla, H. & Pandey, K., 2025, ‘Human-AI collaboration in teaching and learning’, 
International Journal of Science and Social Science Research 2(4), 367–375. 
https://doi.org/10.5281/zenodo.15107814

Singh, M., 2023, ‘Maintaining the integrity of the South African university: The 
impact of ChatGPT on plagiarism and scholarly writing’, South African Journal 
of Higher Education 37(5), 203–220. https://doi.org/10.20853/37-5-5941

Singh, M., 2024, ‘Potholes in the academy: Navigating toxic academic practices in South 
Africa’, Journal of Education 94, 106–126. https://doi.org/10.17159/2520-9868/
i94a07

Singh, M., 2026, ‘When the PDF passes but the mind doesn’t: GenAI, proxy regimes, 
and epistemic agency in universities’, ResearchGate, viewed 01 April 2026, from 
https://www.researchgate.net/publication/403445299.

Steinbach, M., Bhandari, S., Meyer, J. & Pardos, Z.A., 2025, ‘When LLMs hallucinate: 
Examining the effects of erroneous feedback in math tutoring systems’, in 
Proceedings of the 12th ACM Conference on Learning @ Scale (L@S ’25), 
pp.  139–150, Association for Computing Machinery, viewed 15 February 2026, 
from https://dl.acm.org/doi/10.1145/3698205.3729555.

Wheeler, S., 2025, ‘Reimagining assessment in practice’, [Blog], viewed 15 February 
2026, from https://personalpages.manchester.ac.uk/staff/stephen.wheeler/
blog/0053_reimagining_assessment_in_practice.htm.

Whetten, D.A., 1989, ‘What Constitutes a Theoretical Contribution?’, The Academy of 
Management Review 14(4), 490–495. https://doi.org/10.2307/258554

Williamson, B., Bayne, S. & Shay, S., 2020, ‘The datafication of teaching in higher 
education: Critical issues and perspectives’, Teaching in Higher Education 25(4), 
351–365. https://doi.org/10.1080/13562517.2020.1748811 

Zhang, H., Ge, S., 2025, ‘Is Gen AI a professor in creativity? A case study in postgraduate 
students’, Education and Information Technologies 30, 22229–22255. https://doi.
org/10.1007/s10639-025-13644-z

Zhou, X., Teng D. & Al-Samarraie, H., 2024, ‘The mediating role of Generative AI self-
regulation on students’ critical thinking and problem-solving’, Education Sciences 
14(12), 1302. https://doi.org/10.3390/educsci14121302

Zlotnikova, I., Mokgetse, T.L. & Hlomani, H., 2025, ‘Generative AI in postgraduate 
computing research in Sub-Saharan Africa: A threat to academic integrity or a 
catalyst for innovation?’ in CompEd 2025: Proceedings of the ACM Global 
Computing Education Conference 2025, vol. 1, pp. 289–293, viewed 15 February 
2026, from https://dl.acm.org/doi/10.1145/3736181.3747148.

http://thejournal.org.za
https://doi.org/10.1086/681534
https://doi.org/10.1086/681534
https://doi.org/10.5281/zenodo.15107814
https://doi.org/10.20853/37-5-5941
https://doi.org/10.17159/2520-9868/i94a07
https://doi.org/10.17159/2520-9868/i94a07
https://www.researchgate.net/publication/403445299
https://dl.acm.org/doi/10.1145/3698205.3729555
https://personalpages.manchester.ac.uk/staff/stephen.wheeler/blog/0053_reimagining_assessment_in_practice.htm
https://personalpages.manchester.ac.uk/staff/stephen.wheeler/blog/0053_reimagining_assessment_in_practice.htm
https://doi.org/10.2307/258554
https://doi.org/10.1080/13562517.2020.1748811
https://doi.org/10.1007/s10639-025-13644-z
https://doi.org/10.1007/s10639-025-13644-z
https://doi.org/10.3390/educsci14121302
https://dl.acm.org/doi/10.1145/3736181.3747148

	When the thesis passes but the mind doesn’t: Generative artificial intelligence, proxy regimes and epistemic agency in universities
	Introduction
	Research design and framing the conceptual analysis
	Research methods
	Key distinctions and operational definitions
	The epistemological lens: From fluent text to the hollowed mind
	The pedagogical lens: Generative artificial intelligence as a remover or fine-tuner of productive difficulties?
	The institutional lens: Datafication and the crises of the proxy
	From substitution to augmentation: Rethinking supervision, assessment and teaching
	Supervision: Co-authoring standards for legitimate generative artificial intelligence use
	Assessment: Making the cognitive journey visible
	Teaching: Embedding generative artificial intelligence into learning routines (rather than banning it)

	Discussion: Institutional mechanisms and aligning incentives with augmentation
	Conclusion
	Acknowledgements
	Competing interests
	CRediT authorship contribution
	Ethical considerations
	Funding information
	Data availability
	Disclaimer

	References


